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Modern LHC physics

Unchanged motivation

· dark matter?

· matter vs antimatter?

· origin of Higgs boson?

Precision-LHC physics

· fundamental questions

· answers hidden in complexity

· huge data set

· first-principle simulations
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Modern LHC physics

Unchanged motivation

· dark matter?

· matter vs antimatter?

· origin of Higgs boson?

Precision-LHC physics

· fundamental questions

· answers hidden in complexity

· huge data set

· first-principle simulations

Starting with Lagrangian

· calculate scattering

· simulate QCD [do not ‘model QCD data’]

· plus detector simulations

→ Events in hypothetical worlds

Analyses

· compare simulations and data

· complement with anomaly searches

→ Infer underlying Lagrangian

detectors EventsQCDscattering decay fragmentationshowerTheory

forward

inverse
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Representation learning

Just an upscaled fit

· approximate fθ(x) ≈ f (x)

· x phase space

· fθ numerical function

→ θ data representation

Phase space probabilities

· regression x → Aθ(x)

· classification x → pθ(x) [likelihood ratio]

· generation r ∼ N → x ∼ pθ(x)

· conditional generation r ∼ N → x ∼ pθ(x |y)

What to encode in θ?

1. known symmetries

2. uncertainties

3. explainable structures

→ Physics representation learning [cusp.AI ⊗ NNPDF ⊗ Jesse Thaler]
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Symmetry-aware networks

Benefit from known symmetries [Bahl, Elmer, Favaro, Haußmann, TP, Winterhalder]

· leading-order loop amplitude gg → γγg(g)

· curve of dimensionality unavoidable

ANN({pi}) vs ANN({(pi pj )})

· accuracy over phase space
∆(x) =

ANN(x) − Atrue(x)
Atrue(x)

· impact of symmetric input
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Symmetry-aware networks

Benefit from known symmetries [Bahl, Elmer, Favaro, Haußmann, TP, Winterhalder]

· leading-order loop amplitude gg → γγg(g)

· curve of dimensionality unavoidable

ANN({pi}) vs ANN({(pi pj )})

· accuracy over phase space
∆(x) =

ANN(x) − Atrue(x)
Atrue(x)

· impact of symmetric input and activation function
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...training, regularization, loss alchemy...

→ Symmetry-aware representations a theory task
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Lorentz equivariance

Equivariant transformers [Brehmer, Breso, de Haan, TP, Qu, Spinner, Thaler; Favaro, TP, Spinner + Hamprecht group]

· permutation invariance → graph or transformer

· Lorentz equivariance → Λ(fθ(x)) = fθ(Λ(x))

· learned symmetry breaking

· idea vs implementation?

1- L-GATr geometric algebra representation

2- LLoCa local reference frame per particle
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Lorentz equivariance

Equivariant transformers [Brehmer, Breso, de Haan, TP, Qu, Spinner, Thaler; Favaro, TP, Spinner + Hamprecht group]

· permutation invariance → graph or transformer

· Lorentz equivariance → Λ(fθ(x)) = fθ(Λ(x))

· learned symmetry breaking

· idea vs implementation?

1- L-GATr geometric algebra representation

2- LLoCa local reference frame per particle

Higher-multiplicity amplitudes

· transition amplitudes qq̄ → Z + 1...4 g

· equivariant encoding

· architectures: MLP, graph, transformer

→ Transformer for higher multiplicities

Z + 1g Z + 2g Z + 3g Z + 4g
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Equivariant classification

(Fat-) jet tagging [top, Higgs, W/Z ]

· basis of every LHC analysis

· performance critical

· 30x better than best BDT [same for flavor tagging; ask ATLAS & CMS]

→ Transforming analyses

· jet axis breaking Lorentz-symmetry

· encoded vs learned symmetries [Breso, Greif, Mikuni, Wamorkar,...; ]

→ Resiliance, uncertainties, implementation next
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Equivariant generation

ML-event generation

· theory input to LHC analyses

· starting point for many applications

· jet-level events

pp → thad t̄had + 0...4j

· conditional flow matching with transformer-velocity

· performance: training-generation classifier

→ Accurate phase space a solved problem...
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Learned uncertainties

Learned probability

· amplitude over phase phase
⟨A⟩ =

∫
dA A p(A)

· internal representation θ of training data T [think Gaussian with mean and width]

p(A) =
∫

dθ p(A|θ) p(θ|T )

→ θ-distribution defining Bayesian NN [cf NNPDF replicas]

Variational approximation

· definition of training
p(A) =

∫
dθ p(A|θ) p(θ|T ) ≈

∫
dθ p(A|θ) q(θ)

· similarity through minimal KL-divergence [Bayes’ theorem to remove unknown posterior]

DKL[q(θ), p(θ|T )] =

∫
dθ q(θ) log

q(θ)
p(θ|T )

=

∫
dθ q(θ) log

q(θ)p(T )

p(T |θ)p(θ)

≈ DKL[q(θ), p(θ)] −
∫

dθ q(θ) log p(T |θ) ≡ L

→ Loss: regularization + likelihood
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Learned uncertainties

Learned probability

· amplitude over phase phase
⟨A⟩ =

∫
dA A p(A)

· internal representation θ of training data T [think Gaussian with mean and width]

p(A) =
∫

dθ p(A|θ) p(θ|T )

→ θ-distribution defining Bayesian NN [cf NNPDF replicas]

Training-data-related uncertainties

· statistical — vanishing for perfect training: q(θ) → δ(θ − θ0) [reducible, epistemic]

σ
2
stat =

∫
dθ q(θ)

[
A(θ) − ⟨A⟩

]2

· systematic — vanishing for perfect data: p(A|θ) → δ(A − A0) [irreducible, aleatoric]

σ
2
syst =

∫
dθ q(θ)

[
A2(θ) − A(θ)2

]
→ Complete description of training-related uncertainties
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Evidential regression

Uncertainties without sampling [Bahl, Elmer, TP, Winterhalder]

· variational inference again

p(A) =
∫

dλ p(A|λ) p(λ|T ) ≈
∫

dλ p(A|λ) q(λ)

assuming p(A|λ) = N
(

A| A, σ2
)

or λ ≡ (A, σ2)

· choose conjugate prior [inverse Gamma function]

q(λ) =
βα√

v

Γ(α)
√

2πσ2

(
1
σ2

)α+1
exp

(
−

2β + v(γ − A)2

2σ2

)
· explicit posterior [Student-t ]

p(A) = St
(

A
∣∣∣∣γ, β(1 + v)

vα
, 2α

)
· learn {γ, v , α, β} (x)

→ Explicit mean and uncertainties

ANN = γ

σ
2
syst =

β

α − 1

σ
2
stat =

β

v(α − 1)
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Calibrated uncertainties

Back to gg → γγg(g) [Bahl, Elmer, Favaro, Haußmann, TP, Winterhalder]

· systematics from artificial noise [statistics saturated]

104 105 106
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Calibrated uncertainties

Back to gg → γγg(g) [Bahl, Elmer, Favaro, Haußmann, TP, Winterhalder]

· systematics from artificial noise [statistics saturated]

· pull over phase space [like a closure test]

tsyst(x) =
ANN(x) − Atrue(x)

σsyst(x)
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Calibrated uncertainties

Back to gg → γγg(g) [Bahl, Elmer, Favaro, Haußmann, TP, Winterhalder]

· systematics from artificial noise [statistics saturated]

· pull over phase space [like a closure test]

tsyst(x) =
ANN(x) − Atrue(x)

σsyst(x)

→ Independent of accuracy [ensembles?]
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Calibrated uncertainties

Back to gg → γγg(g) [Bahl, Elmer, Favaro, Haußmann, TP, Winterhalder]

· systematics from artificial noise [statistics saturated]

· pull over phase space [like a closure test]

tsyst(x) =
ANN(x) − Atrue(x)

σsyst(x)

→ Independent of accuracy [ensembles?]

Trusted amplitudes [Bahl, Braun, Heinrich, TP, Revelli]

· HH 2-loop — calibrated uncertainties with Student-t likelihood
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Calibrated uncertainties

Back to gg → γγg(g) [Bahl, Elmer, Favaro, Haußmann, TP, Winterhalder]

· systematics from artificial noise [statistics saturated]

· pull over phase space [like a closure test]

tsyst(x) =
ANN(x) − Atrue(x)

σsyst(x)

→ Independent of accuracy [ensembles?]

Trusted amplitudes [Bahl, Braun, Heinrich, TP, Revelli]

· HH 2-loop — calibrated uncertainties with Student-t likelihood

· t t̄H 1-loop — clustered large uncertainties for adaptive training
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0.5

x 5

g g → t t̄H NLO w/ Coulomb sing.
σ based clustering

Noise
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Coulomb sing.
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Generalization uncertainties

Generative amplification [Lyons → Bahl, Diefenbacher, Elmer, TP, Spinner]

· ‘How many events can I sample from a network trained on n events?’
fewer, not perfect training
more, generative network smoothens p(x)

· learned phase space densities
pgen(x) ≈ ptrain(x) ∼ ptrue(x) ⇒ pgen(x)

?∼ ptrue(x)

· two uncertainties on sampled events

σ
2
gen,stat + σ

2
gen,model =


a

ngen
ngen ≪ ntrain

b
ntrain

ngen ≫ ntrain

· sweet spot

σ
2
gen,stat

∣∣∣∣∣
ngen=nequiv

!
= σ

2
gen,model

⇔ G ≡
nequiv

ntrain
=

a
b
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ngen
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10−1
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ntrain nequiv

σgen,model ∼ 1/
p

ntrain

σgen,stat ∼ 1/
p
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Generalization uncertainties

Generative amplification [Lyons → Bahl, Diefenbacher, Elmer, TP, Spinner]

· ‘How many events can I sample from a network trained on n events?’
fewer, not perfect training
more, generative network smoothens p(x)

· learned phase space densities
pgen(x) ≈ ptrain(x) ∼ ptrue(x) ⇒ pgen(x)

?∼ ptrue(x)

· test on generated data with measure M

M
[
Dn

true, ptrue
] ∣∣∣∣∣

n=nequiv

!
= M

[
Dn

gen, ptrue

] ∣∣∣∣∣
n→∞

→ L-GATr and LLoCa do amplify...
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t t̄ + 4 j, high-mt t̄ bin

Transf.
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Applied by MadGraph, Sherpa & friends

Accelerating event generators [DeCrescenzo, Marino Villadamigo, Elmer, Heimel, TP, Winterhalder, Zaro]

· virtual amplitude surrogates [w/ uncertainties]

· real amplitude surrogates [w/ uncertainties]

· neural importance sampling [replace VEGAS by normalizing flow]

· learned channel weights

· NLO: conditional on FKS sectors

→ Standard method, ML-enhanced, GPU-ready

SciPost Physics Submission

tudes in three ways:

1. only actual amplitude evaluations;
2. using the virtual-to-Born surrogate RV/B

✓
;

3. using both surrogates, RV/B
✓

and ⌃i j,✓ .

Our results for the 3-jet and 4-jet processes are shown in Figs. 10 and 11, respectively. First,
we show baseline results from MG5AMC with VEGAS as black dashed lines. The solid, red line
shows the weights obtained with MADNIS sampling and only actual amplitudes. As dashed
green and dotted blue lines, we show the results using the virtual-to-Born ratio surrogate, and
the results using the virtual-to-Born ratio and the real emission surrogates.

In the secondary panels, we show the bin-wise ratio between MADNIS combined with
the actual matrix elements and MG5AMC. We observe excellent agreement throughout phase
space. In the third panels we see that the combination of MADNIS with surrogates are also in
excellent agreement with the actual matrix element benchmarks, with deviations at most at
the per-mille level.

As a quantitative diagnostic of the integration performance of the combination of MADNIS
with fast ML-surrogates, we compare our three MADNIS setups with standard VEGAS adap-
tive sampling in Tab. 1. First, we determine the VEGAS settings with a grid search for each
process, minimizing the standard deviation of the integral, giving, as a result, the hyperpa-
rameters shown in Tab. 4. We then tune the number of phase-space points needed by VEGAS
for approximately 1% precision. Next, we run MADNIS with a short VEGAS pretraining and
the same number of points, leading to the hyperparameters shown in Tab. 5. We perform five
runs for each setup and report the mean and the standard deviation. The compatible relative
variances of all MADNIS runs confirm that the integration using surrogates is stable. While
we observe excellent agreement in the integrated cross sections, the relative variances indi-
cate that we need three to four times more phase-space points with VEGAS to reach MADNIS
precision, without and with surrogates.

The acceleration through ML-surrogates is shown in Fig. 12, where we show the average
integrand evaluation time versus relative variance of the integral. We report the mean and the
standard deviation of five evaluations of 100 events on a single-core CPU. Expectedly, we find
the same evaluation times for MADNIS with actual amplitudes and the VEGAS benchmark, but
with a three times smaller relative variance.

Switching to surrogates, we find an additional significant acceleration. One of the drivers
of this acceleration are the virtual surrogates, which are a factor 70 faster for the 3-jet case
and a factor 600 faster for the 4-jet case. The combined acceleration of our 3-jet and 4-jet NLO

Sampling Surrogates e+e� ! uūg e+e� ! uūgg
mode RV/B

✓
⌃i j,✓ �NLO [pb] Var(wNLO)/�2

NLO �NLO [pb] Var(wNLO)/�2
NLO

VEGAS 7 7 0.10750(34) 100(14) 0.08769(27) 2400(130)
MADNIS 7 7 0.10760(19) 30.4(26) 0.08729(15) 720(90)
MADNIS 3 7 0.10759(18) 28.8(29) 0.08711(18) 870(160)
MADNIS 3 3 0.10765(18) 27.4(11) 0.08738(15) 730(50)

Table 1: Cross section and relative variance for each sampling and surrogate setup.
Each value gives the averages and standard deviation from 5 runs.

18
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Applied by MadGraph, Sherpa & friends

Accelerating event generators [DeCrescenzo, Marino Villadamigo, Elmer, Heimel, TP, Winterhalder, Zaro]

· virtual amplitude surrogates [w/ uncertainties]

· real amplitude surrogates [w/ uncertainties]

· neural importance sampling [replace VEGAS by normalizing flow]

· learned channel weights

· NLO: conditional on FKS sectors

→ Standard method, ML-enhanced, GPU-ready

SciPost Physics Submission

tudes in three ways:

1. only actual amplitude evaluations;
2. using the virtual-to-Born surrogate RV/B

✓
;

3. using both surrogates, RV/B
✓

and ⌃i j,✓ .

Our results for the 3-jet and 4-jet processes are shown in Figs. 10 and 11, respectively. First,
we show baseline results from MG5AMC with VEGAS as black dashed lines. The solid, red line
shows the weights obtained with MADNIS sampling and only actual amplitudes. As dashed
green and dotted blue lines, we show the results using the virtual-to-Born ratio surrogate, and
the results using the virtual-to-Born ratio and the real emission surrogates.

In the secondary panels, we show the bin-wise ratio between MADNIS combined with
the actual matrix elements and MG5AMC. We observe excellent agreement throughout phase
space. In the third panels we see that the combination of MADNIS with surrogates are also in
excellent agreement with the actual matrix element benchmarks, with deviations at most at
the per-mille level.

As a quantitative diagnostic of the integration performance of the combination of MADNIS
with fast ML-surrogates, we compare our three MADNIS setups with standard VEGAS adap-
tive sampling in Tab. 1. First, we determine the VEGAS settings with a grid search for each
process, minimizing the standard deviation of the integral, giving, as a result, the hyperpa-
rameters shown in Tab. 4. We then tune the number of phase-space points needed by VEGAS
for approximately 1% precision. Next, we run MADNIS with a short VEGAS pretraining and
the same number of points, leading to the hyperparameters shown in Tab. 5. We perform five
runs for each setup and report the mean and the standard deviation. The compatible relative
variances of all MADNIS runs confirm that the integration using surrogates is stable. While
we observe excellent agreement in the integrated cross sections, the relative variances indi-
cate that we need three to four times more phase-space points with VEGAS to reach MADNIS
precision, without and with surrogates.

The acceleration through ML-surrogates is shown in Fig. 12, where we show the average
integrand evaluation time versus relative variance of the integral. We report the mean and the
standard deviation of five evaluations of 100 events on a single-core CPU. Expectedly, we find
the same evaluation times for MADNIS with actual amplitudes and the VEGAS benchmark, but
with a three times smaller relative variance.

Switching to surrogates, we find an additional significant acceleration. One of the drivers
of this acceleration are the virtual surrogates, which are a factor 70 faster for the 3-jet case
and a factor 600 faster for the 4-jet case. The combined acceleration of our 3-jet and 4-jet NLO

Sampling Surrogates e+e� ! uūg e+e� ! uūgg
mode RV/B

✓
⌃i j,✓ �NLO [pb] Var(wNLO)/�2

NLO �NLO [pb] Var(wNLO)/�2
NLO

VEGAS 7 7 0.10750(34) 100(14) 0.08769(27) 2400(130)
MADNIS 7 7 0.10760(19) 30.4(26) 0.08729(15) 720(90)
MADNIS 3 7 0.10759(18) 28.8(29) 0.08711(18) 870(160)
MADNIS 3 3 0.10765(18) 27.4(11) 0.08738(15) 730(50)

Table 1: Cross section and relative variance for each sampling and surrogate setup.
Each value gives the averages and standard deviation from 5 runs.

18

First lessons

· surrogates all the way

· learn ratios V/B

· still no solution for cancellations

· multiplicity scaling still hard

→ How close to ‘NLO as fast as LO?’
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Latent representation

Principle components quark–gluon tagging [Vent, Winterhalder, TP]

· PC1: constituent number and diversity

npf =
∑

i

1 and SPID = −
∑
typej

fj log fj

· PC2: radial energy profile

pT D =

√∑
i p2

T ,i∑
i pT ,i

C0.2 =

∑
i<j pT ,i pT ,j (∆Rij )

0.2(∑
i pT ,i

)2 rλ =
λ1

0.5

λ2
1

λ
β
k =

∑
i

zβ
i ∆Rk

· PC3: fragmentation and energy dispersion

Sfrag = −
∑

i

zi log zi

· PC4,5: charge information etc
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Latent representation

Principle components quark–gluon tagging [Vent, Winterhalder, TP]

· PC1: constituent number and diversity

npf =
∑

i

1 and SPID = −
∑
typej

fj log fj

· PC2: radial energy profile

pT D =

√∑
i p2

T ,i∑
i pT ,i

C0.2 =

∑
i<j pT ,i pT ,j (∆Rij )

0.2(∑
i pT ,i

)2 rλ =
λ1

0.5

λ2
1

λ
β
k =

∑
i

zβ
i ∆Rk

· PC3: fragmentation and energy dispersion

Sfrag = −
∑

i

zi log zi

· PC4,5: charge information etc

Symbolic Regression

· classifier output

pquark = tanh3
[
0.55 · C0.2 + 2

(
−0.02 · rλ ·

(
C0.2 · pT D · SPID · Sfrag − 0.25

)
+ 1
)3
]

→ Formulas as effective regularizers? [Bahl, Fuchs, Menem, TP]
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Latent information geometry

Information geometry for learned representation [Kuntz, TP, Schäfer, Schosser, Vent]

· Fisher metric, Amari-Chentsov tensor, and Fisher-Rao distance

Fij (θ) =

∫
dµ(z) pθ(z) ∂i log pθ(z) ∂j log pθ(z)

Cijk (θ) =

∫
dµ(z) pθ(z) ∂i log pθ(z) ∂j log pθ(z) ∂k log pθ(z)

ρF =

∫ 1

0
dt
√

Fij (γ(t)) γ̇ i (t)γ̇ j (t)

tracing curvature, nonmetricity, distance
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Latent information geometry

Information geometry for learned representation [Kuntz, TP, Schäfer, Schosser, Vent]

· Fisher metric, Amari-Chentsov tensor, and Fisher-Rao distance

Fij (θ) =

∫
dµ(z) pθ(z) ∂i log pθ(z) ∂j log pθ(z)

Cijk (θ) =

∫
dµ(z) pθ(z) ∂i log pθ(z) ∂j log pθ(z) ∂k log pθ(z)

ρF =

∫ 1

0
dt
√

Fij (γ(t)) γ̇ i (t)γ̇ j (t)

tracing curvature, nonmetricity, distance

Latent questions

1- Reconstruction and classification aligned?

2- Is a Z -jet in the middle between q/g and t?

...

A
B

C

q/g Z

t

Dominant
Eigenvector

mJet

ø21

ø32

°2 °1 0 1 2
z1

°2

°1

0

1

2

z 2

Decision
Boundary

Geodesics q/g Z

t

°5 0 5
z1

°6

°4

°2

0

2

4

6

z 2

0

20

40

60

||F
ij
||

A

B

C
A

BC

0 1 2
0

1
|D

¿
µ
(z

)| ∞

q/g A Z

0 2
0

5

10
Z B t

0 2
0

2

t C q/g

0 1 2
ΩF

°1

0

1

µ
(z

)

0 2
ΩF

0

5

0 2
ΩF

°1

0

1

mJet ø21 ø32

A
B

C

q/g Z

t

Dominant
Eigenvector

mJet

ø21

ø32

°2 °1 0 1 2
z1

°2

°1

0

1

2

z 2

Decision
Boundary

Geodesics q/g Z

t

°5 0 5
z1

°6

°4

°2

0

2

4

6

z 2

0

20

40

60

||F
ij
||

A

B

C
A

BC

0 1 2
0

1

|D
¿
µ
(z

)| ∞

q/g A Z

0 2
0

5

10
Z B t

0 2
0

2

t C q/g

0 1 2
ΩF

°1

0

1

µ
(z

)

0 2
ΩF

0

5

0 2
ΩF

°1

0

1

mJet ø21 ø32



ML4Theory

Tilman Plehn

LHC physics

Symmetries

Uncertainties

Application

Explainability

MadAgents

MadAgents

Interactive LLMs to accelerate workflows [TP, Schiller, Schmal]

1. install MadGraph-Pythia-Delphes-ROOT

2. support and train inexperienced users

3. support experienced users

4. generate events autonomously

→ Not physics, but great tool!

Standard structure

· benefit from public code & documentation

· natural language interaction
command line interaction

· agents through prompting

→ ChatGPT w/ API keys or Claude Code
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MadAgents at work

#3 Better t t̄ simulations
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MadAgents at work

#3 Better t t̄ simulations

· suggested improvements
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MadAgents at work

#3 Better t t̄ simulations

· suggested improvements

· ask for events
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MadAgents at work

#3 Better t t̄ simulations

· suggested improvements

· ask for events

· comparison of simulated events
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MadAgents at work

#3 Better t t̄ simulations

· suggested improvements

· ask for events

· comparison of simulated events

→ Explained set of plots
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MadAgents at work

#3 Better t t̄ simulations

· suggested improvements

· ask for events

· comparison of simulated events

→ Explained set of plots
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#4 Autonomous event generation

· reproduce a dataset from a pdf file



ML4Theory

Tilman Plehn

LHC physics

Symmetries

Uncertainties

Application

Explainability

MadAgents

MadAgents at work

#3 Better t t̄ simulations

· suggested improvements

· ask for events

· comparison of simulated events

→ Explained set of plots
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#4 Autonomous event generation

· reproduce a dataset from a pdf file
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MadAgents at work

#3 Better t t̄ simulations

· suggested improvements

· ask for events

· comparison of simulated events

→ Explained set of plots
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tt pT (normalised to unity)

NLO+PS on-shell
LO+PS off-shell 2 6
LO merged ttbar(+0,1j)+PS

#4 Autonomous event generation

· reproduce a dataset from a pdf file

· provide an analysis note and know your limits
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MadAgents at work

#3 Better t t̄ simulations

· suggested improvements

· ask for events

· comparison of simulated events

→ Explained set of plots
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tt pT (normalised to unity)

NLO+PS on-shell
LO+PS off-shell 2 6
LO merged ttbar(+0,1j)+PS

#4 Autonomous event generation

· reproduce a dataset from a pdf file

· provide an analysis note and know your limits

· make the money plot

→ Just the starting point for research...

0 500 1000 1500 2000 2500
mmin

LQ  [GeV]
0.000

0.001

0.002

0.003

0.004

0.005

0.006

0.007

0.008

No
rm

al
ize

d 
yi

el
d 

(1
/G

eV
)

Reconstructed mmin
LQ  distribution

mS1 = 1000 GeV
mS1 = 1500 GeV
mS1 = 2000 GeV



ML4Theory

Tilman Plehn

LHC physics

Symmetries

Uncertainties

Application

Explainability

MadAgents

ML for particle theory

Scientific AI

· just another tool for a numerical field?
an avalanche which wiping out our scientific culture?
transformative new tool box for LHC theory?

· representation learning:
symmetries
uncertainties
explainability

· applications:
event generators
higher orders
hadronization
simulation-based inference
unfolding
...

→ It’s delivery time!

Modern Machine Learning for LHC Physicists

Tilman Plehna,b*, Anja Buttera,c, Barry Dillona,d,
Theo Heimela,e, Claudius Krausea,f , and Ramon Winterhaldera,g

a Institute for Theoretical Physics, Heidelberg University, Germany
b Interdisciplinary Center for Scientific Computing (IWR), Heidelberg University, Germany

c LPNHE, Sorbonne Université, Université Paris Cité, CNRS/IN2P3, Paris, France
d Intelligent Systems Research Centre, Ulster University, Northern Ireland

e CP3, Université catholique de Louvain, Louvain-la-Neuve, Belgium
f HEPHY, Austrian Academy of Sciences, Vienna, Austria

g TIFLab, Universitá degli Studi di Milano & INFN Sezione di Milano, Italy

April 25, 2025

Abstract

Depending on the point of view, modern machine learning is either providing an unprecedented boost to the numerical
methods of particle physics, or it is transforming the way we do science with vast amounts of complex data. In any case,
it is crucial for young researchers to stay on top of this development and apply cutting-edge methods and tools to all LHC
physics tasks. These lecture notes lead students with basic knowledge of particle physics and significant enthusiasm for
machine learning to relevant applications. They start with an LHC-specific motivation and a non-standard introduction to
neural networks and then cover classification, unsupervised classification, generative networks, data representations, and
inverse problems. Three themes defining much of the discussion are statistically defined loss functions, uncertainties, and
accuracy. To understand the applications, the notes include some aspects of theoretical LHC physics. All examples are
chosen from particle physics publications of the last few years, and many of them come with corresponding tutorials. 1

*plehn@uni-heidelberg.de
1Given that these notes are by definition always outdated, they will be updated frequently
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http://www.thphys.uni-heidelberg.de/~plehn/pics/modern_ml.pdf
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Bitter lesson?

Scaling with compute [Bahl, Breso, Butter, Iturriza Ramirez]

· Richard Sutton (2019): ‘The biggest lesson is that general methods that
leverage computation are ultimately the most effective, and by a large margin.
The ultimate reason for this is Moore’s law. Most AI research has been
conducted as if the computation available were constant (in which case
leveraging human knowledge would be one of the only ways to improve
performance) but, over a slightly longer time massively more computation
inevitably becomes available.’
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Bitter lesson?

Scaling with compute [Bahl, Breso, Butter, Iturriza Ramirez]

· accuracy given intrinsic dimension [x ∈ {N, D, C}]

MSE(x) ∼
1

xαx
+ Kx with αx >

4
d

· αx ∼ 1 ... 3
scaling with d? [motivation for transformer]

effects inducing Kx
improved by loss, activation, representation?

→ Moore’s law relevant for HL-LHC?

102 104

Dtrain
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qq̄→ t t̄H MLP-I (Het loss)
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NMLP = 104

NMLP = 106

NMLP = 106 (MSE loss)
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Bitter lesson?

Scaling with compute [Bahl, Breso, Butter, Iturriza Ramirez]

· accuracy given intrinsic dimension [x ∈ {N, D, C}]

MSE(x) ∼
1

xαx
+ Kx with αx >

4
d

· αx ∼ 1 ... 3
scaling with d? [motivation for transformer]

effects inducing Kx
improved by loss, activation, representation?

→ Moore’s law relevant for HL-LHC?

Explicit vs implicit physics knowledge [Breso, Greif, Mikuni, Wamorkar,...]

· L-GATr vs OmniLearn

· classification with similar classes:
Z+jets unfolding
H1 unfolding
anomaly detection

· known: competition driving performance
unclear: what works better?
challenge: make networks more efficient

→ If the question is ‘or’ the answer is ‘and’
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Extrapolating ISR

Universal QCD jet radiation [Z + 1...8 jets]

· from n to n + 1 jets

R(n+1)/n =
σn+1

σn
and P(n) =

σn

σtot
with σtot =

∞∑
n=0

σn .

· large scale drop: Poisson scaling

R(n+1)/n =
n̄

n + 1
⇔ P(n) =

n̄ne−n̄

n!
.

· democratic scales: staircase scaling

R(n+1)/n = e−b = 1 − ∆̃g(Q
2) ≡ P(n + 1|n)

→ Universal pattern learnable?
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Extrapolating ISR

Universal QCD jet radiation [Z + 1...8 jets]

· democratic scales: staircase scaling

R(n+1)/n = e−b = 1 − ∆̃g(Q
2) ≡ P(n + 1|n)

→ Universal pattern learnable?

Autoregressive transformer [Butter, Charton, Villadamigo, Ore, TP, Spinner]

· maximize factorized probability loss

p(xi |x1:i−1) = pkin(xi |x1:i−1) psplit(x1:i−1)

p(x1:n) =

[
n∏

i=1

pkin(xi |x1:i−1)

] [
n∏

i=1

psplit(x1:i−1)

] [
1 − psplit(x1:n)

]
· train up to 6 jets, generate 7 and 8 jets

→ full extrapolation with right latent representation
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